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MHOTrOpYHKITNOHANBHBIA  WH(OPMALIHOHHO-BBIYHUC-
mutenpHbi komuieke (MUBK) ymosietBopsieT ciemyro-
UM TpeOOBaHMSAM, TPEIBSBISIEMBIM K COBPEMEHHOMY
BBICOKOITPOM3BOIUTEIEHOMY Hay4YHOMY BBIYHCIHTEIBHO-
MY KOMILICKCY.

— MHOTO(YHKIMOHAIBHOCTS,

— BBICOKAs POM3BOUTEIBHOCTb,

— pa3BHTas CUCTEMa XPaHEHHMsI IaHHBIX,

— BBICOKas HaJIe)KHOCTh U JOCTYIHOCTb,

— wuH(pOopMaIMOHHAsE 0€30IIaCHOCTb,

— MacmTadupyeMocCTb,

— pasBuTas MporpaMMHas cpeia Uil Pa3IduHbIX
TPYIII [10JIb30BaTeNeH,

— BBICOKOCKOPOCTHBIE TEJIEKOMMYHHUKAIIMU U COBpE-
MEHHasl JIOKaJbHas CeTeBasi MHPPACTPYKTypa.

Buemnnii kanan OMSAN nmocTtpoeH mo TEXHOIOTHH
DWDM (Dense Wave Division Multiplexing — crnek-
TPANBHOTO MYJIBTHIUICKCHPOBAHKS M0 JJIMHE BOJHBI)
M MCTIONB3yeT JBe JIsiMObl (Be wacToTsl) mo 10 T'Gur/c
Kaxmas. g mocTpoeHWs KaHama WCIIONB3yeTCs ONTH-
yeckoe obopynosanue Nortel: tepmunan Nortel Optical
Multiservice Edge (OME) 6500, ycuaurenb U MyJIbTH-
mekcop Nortel Common Photonic Layer (CPL).

K Bremrnel pactipenenernoii cetn OUSU otHOCATCS!
BHemnHss HanoxkeHHas cetb LHCOPN (OMSM-LIEPH),
mpoxoasmas depes MI'TC-9 B Mockse, bynmanemre u

A.G.Dolbilov, P. V. Zrelov, V. V. Korenkov, N.A. Kutovsky,
V. V. Mitsyn, D.V.Podgainy, O. I. Streltsova,

T.A. Strizh, V. V. Trofimov

Multifunctional Information and Computing
Complex of the Laboratory of
Information Technologies

The JINR Multifunctional Information and Computing
Complex (MICC) satisfies the following requirements
for the modern high-performance scientific computing
facility:

— versatility,

— high performance,

— developed data storage system,

— high-level reliability and availability,

— information security,

— scalability,
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— developed software environment for different user
groups,

— high-speed telecommunications and a modern
network infrastructure.

External JINR channel is built on DWDM tech-
nology (Dense Wave Division Multiplexing — WDM
wavelength) and uses two lambdas (two frequencies) of
10 Gbps each. For the construction of the channel, optical
equipment of Nortel is used: Nortel Optical Multiservice
Edge terminal (OME) 6500, an amplifier and a multiplexer
Nortel Common Photonic Layer (CPL).
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Awmcrepaame, st ces3u ieatpos Tier-0 (LIEPH) u Tier-1
(OUSN) u BremmHssn Hanoxkennas cetb LHCONE, mpo-
XOJISIIAsl TAKKM K€ MapIIPyTOM, MpeJHa3HaYeHHAsl s
renTpa Tier-2 OUSIN; npsiMble KaHaJbI IJIsE CBSI3U 110 TEX-
vomormn RU-VRF ¢ xommabopanmeil Hay9HBIX IIEHTPOB
RUHEP (Farumna, HUILI «KypuatoBckuit HHCTHTYT,
IpotBHHO), a Takxke ¢ ceTsmu Runnet, RASnet.

B Hacrositiiee Bpemsi OCHOBHAas ONTHYECKas TPaHC-
MOPTHAsI MAarkCTPaib JIOKATbHONH BBIYMCIUTENHHON CETH
OUSIU paboraer Ha ckopoctr 10 I'6ur/c.

YcTaHOBNICHBI CHCTEMHBIE ceTeBble cepBHCH: DNS,
DHCP, SMTP, SNMP, peructpanus moms3oBateneii, aB-
TOpHU3aIHs YCTPOWCTB, ayTeHTH(HUKAIIUS TOIb30BaTeleH,
KOMMYTAIIUsI, MapIIpyTH3a1usl, 0e30MacHOCTh, CBSI3b B pe-
xume Bumeokonpepentmu, VOIP, IPDB (Internet Protocol
Data Base), WebMail u mip.

Lentp Tier-1 CMS 8 OUSU cocTouT U3 CIEAYIONHX
TJIABHBIX CHCTEM.

1. Cucrema 00pa®OTKM HaHHBIX TIONJCPKUBACT
248 64-pazpsamaeix 12- m 20-aaepHBIX pabodynx y3II0B
(WNSs), uro B obrmeit crnoxkroctH cocrasisiet 4160 sep.
3aganusi OOCIYXKHUBAIOTCS B MaKeTHOM pexume. Jlis
MOJJICPIKKKA CHCTEMbI MAKeTHOH 0OpabOTKU yCTaHOBJIECH
CIEIUATbHBIN CEPBEP C CUCTEMO pacIpe/ieieH s pecyp-
COB KJIACTEPA U [UIAHUPOBIIUKOM.
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2. Cucrema XxpaHeHHs JaHHBIX 00CITYyKUBAETCS C 110-
MOIIIBI0 Iporpammuoro odecneyenuest dCache. Onna u3
ycranoBok dCache paGoraer TONBKO C JHCKOBBIMH CEp-
BepaMH M HUCIIONB3YEeTCS Ul OINIEPaTHBHOIO XPAaHEHUS
JAaHHBIX ¢ OBICTPBIM TOCTYIIOM K HHM. Bropas ycraHoB-
ka dCache obGcmykuBaeT CrierMansHbIe TUCKOBBIC CepBe-
PBI ¥ JICHTOYHOTO po0oTa. [IMCKOBBIE CEePBEPHI ABISIOTCS
OydepHoit 30HOI U1 0OMEHa ¢ JICHTaMH, TOTa KaK JIeH-
TOYHBIA POOOT NpeIHa3Ha4YeH Ul [UIUTENILHOTO, TIPAKTH-
4YeCcKH BEeUHOro, xpaHnenus ganabix CMS. B o0uieit crox-
HOCTH 2 YCTaHOBKH uMmerot ceityac 6,4 I16ait s dexrus-
HOTO JFICKOBOTO TPOCTPAHCTBA, a ICHTOYHBIH podot IBM
TS3500 mmeet 9 I10aiiT s XpaHeHUsT JaHHBIX. 11 TIOAI-
JEePIKKH XpAaHEHHs U JOCTYTIa K JaHHBIM OBUIO YCTAaHOBJIE-
HO 8 pm3myeckux u 14 BUPTYaNbHBIX MAIIHH.

3. CuctemMa TONAEPKKH CEPBHUCOB 00OECICUMBACT
(YHKIMOHUPOBAaHUE BBIYUCIUTEIBHOTO CEPBHCA, CEpPBUCA
XpaHEeHUs TaHHBIX, TPUJI-CEPBUCOB, CEPBHCA IEPECHUIKH
nanueix (FTS File Transfer System), cucremsr ympasie-
HUS pacrpeneiaeHHsMu Beraucienusmu (Portable Batch
System (PBS)), uH(pOpMaIMOHHOTO cepBHca (MOHHTO-
PHHI CEpPBHCOB, CEPBEPOB XPaHEHHMs, Iepeadyn JaHHbIX,
uHpopManuonHsle caiitel). [pua-ceppuc VOBOX mnpen-
Ha3Ha4YeH Uil IEePeHOCa MAaHHBIX MEKIY TpHI-CauTaMu
CMS nocpenctBom FTS; Takxke ckoHPHUTYpHpOBaH U HC-

External overlay network LHCOPN (JINR-CERN)
goes through MGTS-9 in Moscow, Budapest, and
Amsterdam network nodes to link Tier-0 (CERN) centre
with Tier-1 centre (JINR), meanwhile, external overlay
network LHCONE, passing the same route, is intended
for system Tier-2 of JINR; direct channels by technology
RU-VRF (virtual routing forwarding) with collaboration
of RUHEP research centres: Gatchina, Kl, Protvino; the
networks Runnet, RASnet.

The optical backbone of the local JINR network
(backbone) currently operates at a speed of 10 Ghps.

There is a system of network services: DNS, DHCP,
SMTP, SNMP, user registration, authorization of devices,
user authentication, switching, routing, security, video-
conferencing communications, VolP, IPDB (Internet
Protocol Data Base), WebMail, etc.

Tier-1 CMS at JINR consists of the following main
elements:

1. The data processing system supports 248 64-bit
12- and 20-core work nodes (WNSs), which in total gives
4160 cores. Jobs are serviced in a batch mode. To support
the batch system, a special server was installed with a sys-
tem to allocate the resources of the cluster and a scheduler.
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2. Storage systems have been installed in dCache
software. One of the dCache installations is only used with
disk servers for operational data storage with fast access to
them. The second dCache unit includes disk servers and a
tape robot. The disks serve as a buffer zone for exchange
with tapes, while the tape robot is intended for a long-time,
practically eternal, storage of data from the LHC. Totally,
two installations have now 6.4 PB of effective disk space,
and the tape robot has a data storage capacity of 9 PB.
To support the storage and access to data, 8 physical and
14 virtual machines have been installed.

3. The system to support services ensures the oper-
ation of the computing service, storage service, grid ser-
vices, data transfer service (File Transfer System, FTS),
management system for distributed computing (Portable
Batch System, PBS), information service (monitoring of
services, storage servers, data transfer, information sites).
Grid service VOBOX is designed for transferring data
between the CMS grid sites by means of FTS; the proxy
server SQUID required for work with specialized CMS
databases (conditions DB) is also configured and used.
The FTS service is used to reliably transfer files between
large data stores, primarily, between the centres of Tier-0
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nosib3yercst mpokcu-cepsep SQUID, koTopblii HeoOXoaum
pHu paboTe CO CIEUaTU3NPOBAHHBIMUA 0a3aMU JTaHHBIX
CMS (conditions DB). Cepruc FTS wucrnoms3yercs asst
HAJEKHON TMepechUTkn (HailiioB MEXTy KPYIHBIMH Xpa-
HWIHIIAMH JJaHHBIX, B IIEPBYIO 04EPe/lb MEXKLy LIEHTPAMH
yposws Tier-0 u Tier-1. Kpome Toro, cepsuc FTS obGecre-
YHUBaeT KOHTPOJIb U MOHHTOPHHT IIepeiad, paclpeielicHue
pecypcoB caiita MeXIy pa3JMYHbBIMH OpraHH3aLHsAMH,
yIpaBlIeHUE 3alIPOCAMH TI0JIb30BATEIICH.

Nurerpanpueii kommonent Tier-2/[IMBK B nacro-
diee BpeMs 00ecHevYnBaeT BBIYUCIUTEILHBIMUA MOII-
HOCTAMH M CHCTEMaMH XPaHEHHUs M JOCTyNa K JaHHBIM
OONBIIMHCTBO TIONB30BaTeIed W TPYII IOIH30BaTENeH
OWSIU u Bupryanbhsie opranmszaimu (BO). Ha xmactepe
OTKPBITHI OYepeIH BBITOJHEHHMS 3a1ad IS YeThIpeX KO-
nabopanuit LHC 1 Heckonpkux BO apyrux ¢uznueckux
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and Tier-1 levels. Additionally, the service FTS provides
control and monitoring of transmission, distribution of the
site resources among different organizations, as well as
user requests management.

The Central Information and Computing Complex
(CICC) and the Tier-2 centre of JINR currently provide
computing as well as storage and data access systems for
most users and user groups of JINR and virtual organiza-
tions (VO). On the JINR CICC job queues were opened
for four LHC collaborations and several VO collabora-
tions of other physical experiments in Russia and abroad.
The CICC/Tier-2 comprises:

1. The computing cluster shared by all users and col-
laborations. Part of the cluster is used for traditional paral-
lel computing. This part, together with all other computing
resources of the cluster, is typically used for sequential
tasks. At present, the cluster consists of 279 physical ma-
chines, 20 of which are interconnected by a high-speed

sKkcriepuMeHToB B Poccum m 3a pyGeskom. KommoneHT
Tier-2 BKIro4aeT CICAYOIINE JIEMEHTHI.

1. BeramcnuTenbHBIA KIACTep, OOMMH IUIT BCEX
noJib3oBarenieid n komnabopanuit LHC. Yacts kiacrepa
HCIIONB3YeTCs IS TPaJULHOHHBIX NTapauIeIIbHBIX BHIYHC-
JIeHHH, 3Ta XKe YacTh BMECTE CO BCEMH OCTAJIbHBIMHU BBI-
YHUCIIUTENILHBIMH PECYpcaMy Kitactepa 0ObIYHO UCIIONb3Y-
eTcs I oCleJoBaTeNbHBIX 3a1ad. B Hacrosiee Bpems
knacrep coctout u3 279 ¢usnueckux mamut, 20 u3 ko-
TOPBIX COEMMHEHBI BEICOKOCKOPOCTHO# ceThio Infiniband
Ju1si oOMeHa COOOLICHHUAMH BHYTPH ITapalIeNIbHbIX 3a1ad.
KonuuectBo mporeccopusix siiaep pasno 3640. Kiacrep
oOCITy’)KMBaeT 3aJaddl B peXUME MaKeTHOW 00paboTKH.
Jis momiepKKM CHCTEMBI TaKeTHOW 00pabOTKH yCTaHOB-
JIEH ClIeMalIbHBIN CEpBEP C CUCTEMOM pacnpeneneHus pe-
CYpCOB KJIacTepa M ITAHUPOBIIMKOM 3a/1ad.

MHorodyHKINOHAIBHBIH
HH()OPMAIIHOHHO-
BBIYUCITUTEIIBHBIN
kxomriexke O

The JINR Multifunctional
Information and Computing
Complex

Infiniband network for message exchange inside the par-
allel tasks. The number of processor cores (slots to per-
form tasks) is equal to 3640. The cluster serves the tasks
in a batch mode. To support the batch processing system, a
special server with a system of the cluster resource alloca-
tion and a scheduler has been installed.

2. The storage systems installed in two versions of
software: two dCache installations, two installations of
XRootD. One of the dCache installations is used by VO
CMS and ATLAS. The second dCache installation is used
by users and user groups of JINR, including the NICA
experiment (MPD). This facility also stores data of some
third-party experiments (BIOMED, BES, FUSION). The
first installation XRootD is used for ALICE. The second
XRootD is used within the project FAIR by collaboration
PANDA. In total, the systems of storage and data access
utilize 29 disk servers with a total capacity of usable (ac-
cessible to users) disk space of 1909.8 TB. The storage




B JIABOPATOPUAX MHCTUTYTA

2. CucreMbl XpaHEHUs JIaHHBIX, YCTaHOBJICHHbBIC B
JBYX BapHaHTaX HPOrPaMMHOTO HCIIOJHEHHMS. JBE YCTa-
nosku dCache, nBe ycranoBkn XRootD. Omna u3 ycra-
noBok dCache wucmonesyercss CMS u ATLAS. Bropas
ycranoBka dCache wucmoms3yercst MONB30BaTeISIMH |
rpymmamu mois3osateneit OUAN, B ToMm dncie u 1uis dKc-
mepumenTta NICA (MPD), Takke Ha 9TO# yCTaHOBKE Xpa-
HATCS JaHHBIE HECKOJBKUX CTOPOHHHUX IKCHEPHMEHTOB
(BIOMED, BES, FUSION). Oxna ycranoska XRootD
ucnons3yercst ALICE, Bropas — B nipoekte FAIR korna-
6opanueit PANDA. O6sem cucteM XpaHEeHHUS W AOCTyma
k nanHbIM coctaiser 1909,8 Toaiit. CucremMbl XpaHeHUs
obcmyxuBaroT 19 cepBepoB, OpraHu3yIoNIUX pacipeere-
HHE JaHHBIX, aBTOPH3ALHMIO IOCTYIA K JaHHBIM H IIPOTO-
KOJIBI pabOThI C JAHHBIMH.

3. Cepsepbl moguepxku rpua-okpyxkenus: WLCG
quist pazmnubeix BO. Yacte cepBucoB WLCG ycraHoB-
JeHbl Ha (PU3MYECKUX MallMHAaX, 4YacTh — Ha BUPTYyab-
HbiX. CepBucsl WLCG ocHamieHbsl mporpaMMHBIM 00e-
crieueHreM EMI-3 s coBMecTHMOCTH ¢ MPOTPaMMHOMA
cpenoii rpu B WLCG. B HacTositiee BpeMst yCTaHOBJICHO
23 cepuca WLCG. CepBuchl 00ecrieunBaoT BCIO HH-
(bpacTpyKTypy yaaneHHOH paboThI ¢ TPHI: aBTOPU3AIIHIO
monp3oBateneil m BO; 3amyck 3amay U3 ymaJeHHBIX cep-
BucoB BO; unpopmarmonnyio cucremy WLCG; paznuu-
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HBIE AJTOPUTMBI YAAJIEHHOTO TECTUPOBAHUS M HPOBEPKH
cpenbl 00CITyKHBaHUS Ha JTJOKAaJIbHBIX pecypcax. Merorcs
ST YCTAHOBOK  TTONb30BaTenbekoro unTepdeiica (Ul)
JUIS 3aIlyCKa 3a7ad B paclpeielieHHyIo Tpuia-cpeny. Bee
NepPEYNCICHHbIE CEPBUCHI BMECTE C BBIYUCIHTEIBHBIM
KJIaCTEPOM M CUCTEeMaMU XPaHEHHs U IOCTyIa K JaHHBIM
obpasyror Tpua-caiit 2-ro yposus (Tier-2) mmobanbHOi
uHdpacrpykrypst WLCG, KoTOpbIii TOCTYIIEH JJIs1 KOJLUIa-
6oparmit ALICE, ATLAS, CMS u LHCb.

OCHOBHBIMH TIENIAIMH  O0JIa4HON HH(PPACTPYKTYPHI
OUSN ABRAIOTCS: MCHOJIB30BaHME OONIAYHBIX BBIYMCIIE-
HUH U151 BRIOTHEHUS 00s3arensetB OSSN B pa3snmuaHbIx
Hay4HO-HCCIIEA0BATEIILCKUX IIPOSKTaX, CBI3aHHbIX C MPHU-
MEHEHHEM COBPEMEHHBIX IIOJXOJ0B B OOJIACTH IOCTpOE-
HHS U OKCIUTyaTalliy PaclpeaeIeHHbIX NH(OPManOHHBIX
U BBIYHCIIMTENBHBIX CHCTEM; 00y4eHHEe COTPYIHHUKOB M3
opranmzauii crpan-ydactaur; OMSN B obmactu oGmay-
HBIX TEXHOJIOTHI{; CO3aHKe B 3THX OpraHM3alusaX o0iad-
HBIX MH(QPACTPYKTYp C HX MOCIEAYIOUEH HWHTEeTpanneit
B obmako OUSIN n/wmu B m106abHYIO pacipeneeHHy o
MH()OPMALMOHHO-BBIYHCIIUTENBHYIO HHYPACTPYKTYPY.

Ob6maunas nadpacTpykrypa OUAN dyHKImoHnpyer
Ha OCHOBe TporpammHoro obecreuenuss OpenNebula, a
obmaunsle pecypcsl OMSM uemonp3yoTest B TpeX OCHOB-
HBIX HAIlpaBJICHUSX: 00pa3oBaHMe, HAy4YHbIE HCCIEN0Ba-

systems serve 19 servers organizing data distribution, au-
thorization of access to data and data operation protocols.

3. Servers supporting the WLCG grid environment
for various VO. Part of the WLCG services were installed
on physical machines, some on virtual ones. The WLCG
services are installed with EMI-3 software for compati-
bility with the grid software environment in the WLCG.
Twenty-three WLCG services have currently been in-
stalled. The services provide the entire infrastructure of
remote work with grid: authorization of users and VO; job
runs from remote services; WLCG information system;
various algorithms for remote testing and verification of
the service environment on local resources. There are five
installations of the user interface (Ul) to run jobs into a
distributed grid environment. All of these services, togeth-
er with the computing cluster and the systems of storage
and data access, form a grid site of the 2nd level (Tier-2) of
the global WLCG infrastructure which is available for the
collaborations ALICE, ATLAS, CMS and LHCb.

The main aims of the cloud infrastructure of JINR
are: the use of cloud computing for the implementation of
JINR’s obligations in various research projects related to
the application of the present-day approaches in the field
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of construction and exploitation of the distributed infor-
mation and computing systems; training of the employees
from the JINR Member-State organizations in the field of
cloud technologies; the creation in these organizations of
the cloud infrastructures with their subsequent integration
into the JINR cloud and/or global distributed informa-
tion-computational infrastructure.

The cloud infrastructure of JINR operates on the basis
of the OpenNebula software. At present the JINR cloud
resources are used in three main areas: for education, re-
search, and test tasks in various projects; to accommodate
services with high availability and reliability; as comput-
ing resources and as an extension of the computational ca-
pabilities of grid infrastructures.

Below is a list of some services and polygons that are
currently deployed in the JINR cloud:

— polygon PanDA (for PanDA product development
and its use for solving tasks of the experiments ATLAS
and COMPASS);

— polygon on the basis of the DIRAC middleware
(is used for development of means for monitoring the dis-
tributed computing infrastructure of the experiment BES-
111 and one of its computing resources);
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HUSI ¥ TECTOBBIC 3a/IaHHs B PA3JIUUHBIX [TPOCKTAX; pa3Me-
[IIEHUE CEPBHCOB C BEICOKMM YPOBHEM JIOCTYITHOCTH U Ha-
JISKHOCTH, B Kau€CTBE BBIYMCIUTEIBLHBIX PECYPCOB M KaKk
pacuMpeHue BBIUYUCIUTENBHBIX MOIIHOCTEH B T'pUA-WH-
(bpacTpykTypax.

Hipke npuBoauTCS MIepedeHb HEKOTOPBIX CEPBHCOB U
MOJIUTOHOB, KOTOPbIE B HACTOSAIIEE BPEMs Pa3BEPHYTHI B
obnake OUSN:

— mnonurod PanDA s pa3BUTHS NPOrPAMMHOIO
obecnieuenust PanDA u ero uCionb30BaHus sl PEIICHUS
3amad sxcniepumerToB ATLAS 1 COMPASS;

— MOJIMIOH Ha OCHOBE MPOMEXYTOYHOTO IPOrpaMM-
HOTO o0ecIeyeHus! Ayl pa3padOTKH CPEeACTB MOHUTOPHH-
ra pacnpeelIieHHOW BBIYUCIUTEIBHOW MH(PACTPYKTYPBI
skcriepumenta BES-111, KoTopblii MOKET HCIIOIB30BaTHCS
KaK OJIMH U3 €€ BBIYUCIUTEIBHBIX PECYPCOB;

— Ha0Op KOHTEHHEPOB ISl YYACTHUKOB SKCIIEPH-
merTta NOVA 115 BBITIOJTHEHUS 3a/1ad MOJCIIMPOBAHUS U
aHaJM3a,

— MOJIMIOH JIJIsl pa3pabOTKK MPOMEXYTOUHOTO TPo-
rpPaMMHOTO 00€CIeUeHH s, CO3/1aBAEMOTO ISl IOCTPOCHUS
BEIUHMCINTENBHOM HHppacTpykTypsl mpoekra NICA;

— GitLab — nokanbHBIit cepBUC TS MOMB30BATEICH
ousiy,;

— TIONWTOH Ha 0a3ze MPOTPaMMHOTO O0ecCHeUeHHS
Hadoop;

— Habop BuptyanpHbix MammH VM/CT st cob-
CTBEHHBIX HYXK]I I10JIb30BaTeIICH;

— KOHTEWHEPHI U OLICHKH CYLICCTBYIOIINX CHCTEM
MOHHTOPUHIA M Pa3pabOTKH Ha MX OCHOBE CHCTEMBI MO-
HUTOPHHTA CEPBUCOB Juisi Tier-1;

— wucnslrarenbubii creHn EOS g uccnemoBanus
reTeporeHHoi KnoepuH(ppacTpyKTyphl U pa3padOTKH IIpo-
TOTUNA (EeACPATUBHON BBHIYHCIUTEIBHON HHPACTPYKTY-
pBI, cO3/1aBa€MOH Ha OCHOBE OOBEJMHEHMS BBICOKOIPO-
U3BOIUTEIbHBIX BBIYMCICHUH, 00TauHbIX BBHIYHCICHHH U
CYNEPKOMITBIOTEPHBIX BBIYHMCICHUHN JUIsi XpaHEeHuUs!, o0pa-
6oTkM ¥ aHamM3a Oonbinux ganHbix (Big Data);

— aBTOHOMHAs peayn3alys IporpaMMHOM riatdop-
MbI Spark st ManmmHHOTO 00yUYCHHS M aHaIn3a GOJTBIITHX
nauueix (Big Data).

B mHactosmee Bpems ¢ obmakom OUSAN  wun-
TerpupoBanel  obmaka Mucturyra ¢msukm  HAH
Asepbaiimkana (baky); UHcTHTyTa TeopeTHueckoi ¢u-
suku M. H. H. Borommo6osa HAH Ykpaunsr (Kues); POY
um. I B. Ilnexanosa (Mocksa).

BeraucnuTenbHBI  KOMIIOHEHT TETEPOreHHOTO BBI-
yrcnutenbHoro kinacrepa HybriLIT cocrour u3 10 y3mnos
¢ rpaduueckumu ycrkopurensimu NVIDIA Tesla K20X,

— a set of containers for users participating in the
experiment NOvA (simulation and analysis);

— polygon for the study and evaluation of the mid-
dleware to build a computing infrastructure of NICA,

— GitLab — local GitLab service installation for all
JINR users;

— polygon on the basis of Hadoop software;

— set VM/CT of users for their own needs;

— containers for the assessment of existing monitor-
ing systems and development on their basis of a monitor-
ing system of the JINR Tier-1;

— EOS testbed for research on heterogeneous cy-
ber-infrastructures, computing federation prototype cre-
ation and development based on high-performance com-
puting, cloud computing and supercomputing for Big Data
storage, processing and analysis;

— astandalone Spark instance for Machine Learning
and Big Data analysis.

At present, the clouds of the following partner orga-
nizations from JINR Member States are integrated with
the JINR cloud: the Institute of Physics of Azerbaijan
NAS (Baku, Azerbaijan); the Bogolyubov Institute
for Theoretical Physics of the NAS of Ukraine (Kiev,
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Ukraine); the Plekhanov Russian University of Economics
(Moscow, Russia).

At the moment, the HybriLIT heterogeneous cluster, a
computing component of JINR MICC, contains 10 nodes
with NVIDIA Tesla K80 graphical processors, NVIDIA
Tesla K40 accelerators, Intel Xeon Phi7120P coproces-
sors and two types of computing accelerators NVIDIA
Tesla K20x and Intel Xeon Phi 5110P. All the nodes have
two multi-core processors Intel Xeon. Overall, the cluster
contains 252 CPU cores, 77184 GPU cores, and 182 PHI-
cores; it has 2.5 TB RAM and 57.6 TB HDD, and its total
capacity is 140 Tflops for operations with single precision
and 50 TFlops for double precision.

A virtual desktop system has been installed to support
a user work with applied packages — 48 virtual machines
with Linux Centos 7.4 operation system with a personal
access to the desktop to provide work with such graphical
applications as Maple, MatLAB, Mathematica, etc.

The cluster resources are used for calculations in the
field of quantum chromodynamics, quantum mechan-
ics and molecular dynamics, and software PandaRoot,
MpdRoot installed on the cluster allows one to perform
calculations in high energy physics.




B JIABOPATOPUAX MHCTUTYTA

K40, K80, comporeccopamu Intel Xeon Phi 5110P, 7120
u nporieccopamu Intel Xeon E5-2695 V2 u V3. O6mee
xoiundectBo saep CUDA — 77184, mpoieccopHbIX
aaep — 252, sgep componeccopa — 182, obmmii 00beM
mamsata — 2,5 TOaiit, o0miast Mpon3BOIUTETHHOCTh TIPU
BBIYHCIICHUSAX C OMUHAPHOH TogHOCThI0 — 140 Tdmorc, ¢
nBoiiHoir — 50 Tdmorc.

Jlis monb3oBaTesiell  OpraHU30BaHbl BUPTYalbHbIC
paboune cronmbl — 48 BupTyanpHbix Mamua ¢ OC Linux
Centos 7.4 ¢ mepcoHaTBHBIM JTOCTYIIOM K padoveMy CTO-
Ty Juist paboThl ¢ rpa@uueCKUMH IPHIOKESHUAMH, TAKHUMH
kak Maple, MatLAB, Mathematica u T.1.

Pecypcsl kitactepa UCIIOIB3YIOTCS ISl PACUETOB B 00-
JACTH KBAHTOBOW XPOMOIMHAMHUKH, KBAHTOBOW MEXaHUKH
U MOJICKYJISIDHOW THHAMHUKH, (QU3HUKH BHICOKHX YHEPTHIA.

B 2018 1. ¢ menbl0 MHOTOKPATHOTO YBEJIHMUYESHHUS BbI-
YHUCIIUTEIBHOW MOIIHOCTH TIPEIYCMOTPEHO pa3BUTHE Te-
teporenHoro knactepa HybriLIT, Heobxomumoro st kap-
JMHAIBHOTO YCKOPEHHSI KOMIUIEKCHBIX TEOPETHYECKHX
WCCIIeI0BaHM, TpoBOIUMBIX B OVSIN.

CyliecTBeHHOE HapaliBaHHE BbIYHCIUTEIbHBIX pe-
cypcoB rereporernoro kmactepa HybriLIT 3akmrouaercs
B YBEIIMUEHHH Mpou3BoauTeibHoCcTH Kak CPU-, Tak u
GPU-komrioneHTa kiacrepa. MoOAEpPHU3UPOBAHHBINA BbI-
YHCIIUTENIbHBIA KJIACTEP MO3BOJHUT MPOBOIUTH PECypCo-

AT THE LABORATORIES OF JINR

€MKHE, MaCCHBHO-TIAPAJUICIIbHBIE PACUETHI B PEIIECTOYHON
KX nuist uccnenoBaHusi CBOMCTB aIpOHHON MaTe€puu MpH
BBICOKON 0OapHOHHOM IIOTHOCTH, BBICOKOW TeMIIeparype
U B NPHUCYTCTBUU CHIIBHBIX JJICKTPOMATHUTHBIX MOJIEH,
KaQueCTBEHHO IIOBBICUT OIEPATHBHOCTH MOJCINPOBAHUS
JUHAMHKH CTOJKHOBEHUH PEISTUBHCTCKUX TSDKENBIX
MOHOB, a TaKXe MO3BOJHT Pa3padarbiBaTh M aqalNTHPO-
BaTh nporpammuoe obecmedeHue ans npoekra NICA x
HOBBIM BBIYMCIIUTEIBHBIM apXUTEKTYpaM OT OCHOBHBIX
muzaepos peiika HPC — Intel u NVIDIA, co3nasars mpo-
rpaMMHO-anmapaTayo cpeny Ha 6aze HPC u roroButs
IT-cienanucToB MO BceM HEOOXOMMBIM HaIlpaBICHHSIM.
Taxkast monepuun3anust kiaacrepa HybriLIT npubnusur BeI-
YUCITUTENbHBIC Bo3MokHOCTH OUSN B 3TO# 00OMacTH mc-
CJIe/IOBaHUI K MUPOBOMY YPOBHIO.

Pacrmpenne CPU-koMIoHEHTa OyIeT OCYIIECTBICHO
Ha 0Oase yxke co3maBaemoii B JINT crenmanmn3npoBaHHOM
st HPC umxenepHodt MH(GPACTPyKTyphl, KoTopas 0a3u-
pyeTcst Ha TEXHOJIOTHH KOHTAKTHOTO JKU/IKOCTHOTO OXJIAX-
JleHus1, peanuszyeMol poccuiickoit komnanueid 3A0 «PCK
Texnonorum». Pacimpenne GPU-koMnoHeHTa Kiactepa
TUIAHUPYETCSl 338 CUET NPUOOPETEHHs BBIYMCIUTEIBHBIX
CEpPBEPOB ITOCIICHETO MOKOJICHUS C rpa)MueCKIMH YCKO-
putensimu NVIDIA Volta.

In 2018, the development of the heterogeneous clus-
ter HybriLIT will be directed at a multiple increase in the
computing power required for dramatic acceleration of the
complex theoretical research at JINR.

The significant increase in the computing resources
of heterogeneous cluster HybriLIT is due to growing per-
formance of both CPU and GPU components of the clus-
ter. The upgraded computing cluster will allow massively
parallel calculations in lattice QCD for research on the
properties of hadron matter at a high baryon density, high
temperature and in the presence of strong electromagnetic
fields. It will positively increase the efficiency of simula-
tions of the dynamics of relativistic heavy ion collisions
as well as allow one to develop and adapt software for the
mega-project NICA on new computing architectures of the
major HPC market leaders Intel and NVIDIA, to create a
hard- and software environment on the HPC basis and to
prepare I1T-specialists in all areas needed. Such a modern-
ization of the HybriLIT cluster will bring the computation-
al capabilities of JINR in this research field to the global
level.

2]

Extension of the CPU component will be carried
out on the basis of an engineering infrastructure special-
ized for HPC being created at LIT which is based on the
technology of contact liquid cooling, implemented by the
Russian JSC “RSC Technologies”. The extension of the
GPU component of the cluster is planned to be done by
purchasing computing servers of the latest generation with
graphics accelerators NVIDIA \olta.




